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ABSTRACT

Recent advances in the computing industry towards multi-
processor technologies shifted the dominant method of per-
formance increase from frequency scaling to parallelism. Due
to its huge design space, evaluating candidate multicore ar-
chitectures in early design stages, when the number of vari-
ables is at its maximum, is challenging. Simulation plays
an important role in estimating architecture performance,
and evaluating how the system would perform on average,
as well as boundary cases, would require many iterations to
cover various cases in the application input domain. Since
simulation of heterogeneous systems with enough details are
naturally slow, exhaustively evaluating the system for all
possible inputs require tremendous amount of time and re-
sources. While there exist quite a few multiprocessor sim-
ulators available, they often rely on individual input speci-
fication, demanding extensive input enumeration and simu-
lation runs, diminishing their effectiveness for complex sys-
tems evaluation. Aiming to fulfill this gap, we publicly re-
lease a heterogeneous multiprocessor system simulation plat-
form called JADE, targeting fast initial architecture explo-
rations. Opposing to most simulators, JADE uses statisti-
cal models that follow distributions extracted from internal
structures of the application, providing a more convenient
and systematic exploration approach to evaluate systems
performance. JADE simulation features include detailed
electrical and optical interconnections, detailed memory hi-
erarchy infrastructure, and built-in energy analysis allowing
studies of a broad spectrum of systems.
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1. INTRODUCTION
The recent change in the computing industry from unipro-

cessor design to multiprocessor technologies is an alternative
to delay design challenges already stressed in the former,
shifting the dominant method of performance improvement
from frequency scaling to parallelism. With the increase in
the number of processors, facets like interconnection of com-
ponents, processor heterogeneity, memory hierarchy, cache
coherence protocols and power distribution play an impor-
tant role on the overall system performance, especially when
considered together. Due to this huge design space, enabling
quick early exploration is of utmost importance to address
the accentuated productivity gap, and achieve successful fi-
nal systems.

Simulation is one of the techniques that can help explore
design space by providing means to tune parameters, inves-
tigate emerging technologies, validate topologies and proto-
cols, realize performance estimations, and predict software
and hardware behavior. Estimating overall average per-
formance, as well as boundary cases, of multicore systems
demands evaluation for multiple input datasets that cover
most of the application input domain. However, since simu-
lation of multicore systems are naturally slow, evaluating for
all possible input cases would require tremendous amount of
time. Furthermore, enumerating all possible input cases is
impractical and in many cases it not even feasible.

Quite a few multiprocessor system simulators are cur-
rently available, and they are able to fairly estimate the
system performance for a specific application and input, pro-
viding enough detail and determinism in the system behav-
ior [4][3]. However, in early design stages and for emerging
technologies, researchers and architects are usually inter-
ested whether the system performs well for a broad range
of inputs. Since most of the current simulators rely on indi-
vidual input specification, is required enumeration of large
amount of inputs and simulation runs to examine the over-
all system performance. This is not a suitable choice and
better methodologies could be adopted.

Aiming to fulfill this gap, in this work we introduce the
Joint Architecture Design Environment (JADE) cycle ac-
curate simulator for heterogeneous multiprocessor systems.
JADE uses statistical application models, obtained from the
analysis of the internal structure of the application, and dis-
tributions extracted from profiling it for several input work-
loads and target processor. The statistical model is used
to represent the overall joint application and processor be-
havior, randomly exploring many state outcomes that could
eventually happen. This method provides a more systematic
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and convenient approach to evaluate the overall system per-
formance as whole, requiring less simulation runs and input
specifications. JADE allows early design space exploration,
with quick evaluation of the system performance and be-
havior. Adjustable configurations of Electrical and Optical
Network-on-Chip (NoC), memory hierarchy and coherence
protocols are supported. We publicly release JADE, avail-
able online at [1].

The remainder of this paper is organized as follows. We
start by showing the main goals that motivated building
JADE in section 2 and we further detail the major features
and capabilities in section 3. Section 4 shows a few case
studies to demonstrate the usefulness of JADE and section 5
concludes this work.

2. JADE GOALS
Various factors can affect performance and cost of het-

erogeneous multiprocessor systems. These factors are not
restricted to processor architecture, but spans to various
domains. For instance, interconnection among components
has become crucial on the overall system performance and
energy consumption. Also, the data exchange policy and
memory architecture of the system will impact considerably
on the task execution efficiency. And even in the applica-
tion level, task mapping and scheduling will directly affect
utilization of resources. Clearly, there is no such optimized
solution for one domain that could guarantee best overall
performance. Instead, there will always be some trade-off
that can attend some set of goals that prioritize some met-
rics over others. Due to its huge design space, quickly eval-
uating its overall performance is of utmost importance to
understand and evaluate such trade-offs.

The existing system simulators either focus on a specific
domain or become too heavy to provide an efficient way to
evaluate these aspects. JADE aims to fulfill this gap and
tries to provide more design choices for researchers and de-
signers. JADE enables joint simulation of heterogeneous
processing elements, detailed memory hierarchy, and co-
herence protocols focusing on the detailed interconnection
among components. And, by using statistical application
models, it provides a tractable way to quickly evaluate the
overall system performance, becoming an advantageous choice
for early design exploration of multiprocessor architectures.
We believe researchers and architects can benefit from JADE
in effectively identifying, exploring and evaluating various
design choices in a collectively way in early design stages.

3. JADE OVERVIEW
JADE is an event driven simulator, designed using C++ and

most of the configurations are templates in text form. Fig-
ure 1 shows an overview of JADE features. It receives
as input a detailed description of the hardware architec-
ture as network topology, memory hierarchy, cache coher-
ence protocol and specific processor parameters. Further-
more, the application model and its respective mapping are
available from the heterogeneous benchmark COSMIC [6].
JADE integrates power model libraries to provide holistic
power analysis for various configurations of architecture,
and technology nodes. Along with memory access, holistic
performance and power analysis, it is also possible to ex-
tract customized system behavior to monitor specific com-
ponent. The following subsections detail selected features
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Figure 1: Diagram depicting an overview of JADE simula-
tion features.

implemented in JADE.

3.1 Interconnection
In the many-core era, scalable and efficient interconnec-

tion among components is of extreme importance, playing
a major role on the overall system performance. Hence,
predicting its influence on complex systems requires a simu-
lator with sufficient amount of detail in the communication
elements. JADE is able to simulate multiple core multi-
ple chip systems with detailed interconnection infrastructure
and various configurations of memory schemes.

High performance systems suffer from throughput limita-
tions when using conventional metallic inter chip communi-
cation, and optical interconnections have already been pro-
posed as an alternative to overcome this. In addition to this,
optical on-chip interconnections have been recently studied
as a promising approach to satisfy high intra-chip commu-
nication bandwidth and relieve the already serious power
concern. Favored by recent developments in silicon photon-
ics, multiprocessor communications can benefit considerably
from integration of both electronic and photonic devices.
Apart from the conventional electrical NoCs, JADE includes
detailed optical interconnect elements, allowing the study of
sophisticated hybrid optical/electrical and inter/intra chip
communications schemes. This unified infrastructure pro-
vides means to evaluate traditional and evolving technolo-
gies in the interconnection domain.

A set of templates are already provided with different NoC
and traditional communication topologies, such as Cross-
bar, Ring, Torus, Mesh, Folded-Torus, and Fat-tree with
various count of cores, caches and memories. These tem-
plates can be easily modified or extended to accommodate
a wide range of simulation schemes, allowing high flexibility
of components placement and creation of new regular and
irregular topologies. We implement several network features
with a detailed pipelined router microarchitecture, including
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Figure 2: Example of system based on I2CON - inter/intra-
chip optical network.

input buffers, routing schemes, crossbar allocation, virtual
channels and flow control. It is possible to arbitrarily set a
wide range of parameters such as number of virtual channels,
buffer sizes, flit size, and link latencies.

Figure 2 shows a case of a inter/intra chip optical network,
I2CON [7], scheme that can be simulated using JADE. This
example shows a system composed by N chips, connected by
an inter-chip optical network. In addition, every chip con-
tains a hybrid electrical-optical interconnection, where pro-
cessing elements of different clusters communicate through
an optical NoC and cores belonging to the same cluster
are linked to each other and to their respective L1 and L2
caches using the traditional electrical crossbar. Crossing
the optical-electrical domains requires specialized convert-
ers from optical-to-electrical (OE) and electrical-to-optical
(EO). For simplicity, we omit directories and main memory
in this diagram.

3.2 Processors and applications
JADE uses the heterogeneous multiprocessor application

benchmarks provided by COSMIC, where applications are
partitioned into multiple tasks and modeled as Task Com-
munication Graph (TCG), representing task dependencies
and amount of communication between them. Addition-
ally, is also obtained statistical distributions by profiling
individual tasks for a target processor, using considerable
dataset inputs. The task dependencies and the statistical
distributions are used to randomly generate task execution
time and memory accesses, as an approximation of the over-
all joint behavior of application and processor. Due to its
randomness, the statistical application model (SAM) is use-
ful to replicate many possible behavior outcomes that could
eventually happen. Differently from conventional simulation
methods that rely on individual input specification, requir-
ing enumeration of a large number of inputs, SAM is a more
convenient and systematic method to iteratively exercise the

system and evaluate overall average system performance, as
well as corner case conditions.

The identity extracted from the original application, used
to produce the statistical model, is composed by task depen-
dencies, execution time and memory access behavior. Each
task is instrumented from the original application and is at-
tained a proxy application that characterizes the intra and
inter task memory behavior as well as its execution time.
Each application has its execution time profiled for consid-
erable input datasets and measured average, worst and best
cases of individual tasks. In addition to this, both temporal
and spatial memory access identity of each task is recorded,
which is comprised of memory address range distributions,
stack reuse distance distribution, amount of requests and
mean time between requests. This memory access identity
and the execution time are used to statistically replicate the
original application following its particular distributions.

Applications are profiled using three different instruction
sets and processor configurations: arm-v7, alpha21264 and
x86-amd. Apart from the statistical, JADE also includes the
COSMIC recorded models composed by the original traces
of memory addresses. While the recorded application model
is proper to deterministically replicate the application be-
havior for one input case, the statistical approach is useful
iteratively exercise the system approximating the original
application on the average case. Table 1 shows COSMIC
applications models currently available in JADE 2.0, more
applications are being developed and will soon be available.

Table 1: COSMIC application models in JADE 2.0.

Application Description

Fast Fourier
Transform

Fast Fourier Transform (FFT) with
complex number inputs.

Machine
Learning

Machine Learning for financial market
prediction (MLf) and for image
classification (MLi). Several models
with different number of layers and
neurons.

Molecular
Dynamics

Computer simulation of physical
movements of atoms and molecules.
Multiple configurations of atoms count.

Low-Density
Parity-Check

Low-Density Parity-Check (LDPC)
code encoder for error correction.

TURBO
decoder

Turbo code decoder.

Reed-
Solomon

Reed-Solomon code encoder (RSe) and
decoder (RSd).

Ultrasound
Medical diagnostic algorithm using 2D
Ultrasound (US) imaging. Models with
different ultrasound image resolution.

Ray Tracing

3D scene rendering algorithm using Ray
Tracing (RT) technique. Cases with
different scene resolutions, subpixel
parameter, and objects.

Task mapping and scheduling of parallel applications por-
tray an important step in multiprocessor systems, aiming to
obtain efficient use of resources and the meet application
requirements. Modeling applications as TCG is one the ap-
proaches employed to increase malleability to handle task
assignment and ordering, as depicted in figure 3. By us-
ing TCG, JADE enables quick and insightful evaluation of
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Figure 3: Example of a TCG application model and a pos-
sible task mapping scheme.

different mapping and scheduling strategies using the joint
detailed memory and interconnection infrastructure. We
provide beforehand several mappings for the applications
and a tool for mapping and scheduling based on a Genetic
Algorithm that optimizes the communication overhead and
computation cost.

3.3 Memory system
The pace at which processor speed increases is substan-

tially larger than the improvement rate of memory. The
number of processor cycles to access memory has grown sig-
nificantly in the past few years, placing memory as a major
bottleneck in achieving better performance on multicore sys-
tems. Larger portions of a die are being dedicated to on-chip
memories as a tentative to avoid high latency off-chip mem-
ory accesses. Apart from this, providing transparent mem-
ory access models for multiprogrammed applications arises
coherence and consistency concerns previously nonexistent
in the uniprocessor systems. These are some of the chal-
lenges faced by modern computing systems and many stud-
ies regarding memory have been carried out with the pur-
pose to address such issues and maximize the performance
gain from multiprocessors. JADE incorporates the state of
the art memory simulator, RUBY [3], allowing evaluation of
heterogeneous systems with arbitrary memory architecture.

Ruby models caches, cache controllers, memory controllers
and banks of main memory. Also, Ruby is coupled with
a domain specific language to implement cache cohere co-
herence protocols called SLICC (Specification Language for
Implementing Cache Coherence), providing an outstanding
environment for designing complex protocols. Combined
with our detailed electrical and optical network, JADE al-
lows flexible placement of memory elements along the chip,
selectable coherence protocols, and adjustable components
parameters such as cache configurations and latency speci-
fications. Different templates of memory arrangements are
already provided, and one can easily modify them to build
various configurations of memory.

3.4 Outputs
Several statistics are provided by JADE including holistic

performance and power analysis, system behavior and mem-
ory access trace. For a given input application and archi-
tecture, several simulation iterations are executed allowing
the application behavior to be randomly constructed. From
the simulation we use a configurable amount of intermediate
results, ignoring initial and final iterations to allow system
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Figure 4: Outlined JADE workflow.

warm-up and sink. Reported results are mean, best and
worst case for the performance and cost metrics.

Displayed outputs include overall application execution
time, individual processor statistics such as total busy time,
and waiting time to depict the utilization ratio of proces-
sors. The network counters shown include packet injection
rate for individual routers, average packet delay, through-
put, and flow control statistics. JADE also incorporates
power library models, for selected technology nodes, and re-
ports power and energy usage for various components within
the system. While cache, memory and processor power mod-
els were obtained from external modeling tools [2][5], oth-
ers were obtained from electronic design automation (EDA)
softwares from Synopsis, Cadence and Mentor Graphics.

Along with performance statistics, memory access trace
is recorded, supplementing further investigation of mem-
ory behavior of applications. Besides conventional outputs,
oftentimes researchers and designers need to get more de-
tailed behavior of some specific component in the system
to better understand it and lately tune. To attend differ-
ent needs, a custom output is also possible by adding cus-
tomized recorders to the modules, enabling extraction of
specific metrics and behavior.

3.5 Simulation workflow
JADE is designed to be easy to use and flexible. Several

input files working as templates are already provided and
one can use, modify or extend them to simulate system with
various configurations including, among others, memory pa-
rameters, network topologies, components placements, co-
herence protocols, and application mappings. JADE comes
with a set of heterogeneous application benchmarks that
does not require compilation.

Figure 4 shows the outlined workflow of JADE, and a
more detailed usage description can be found in the user
manual. The first stage is to choose which coherence pro-
tocol and system configuration is more appropriate for the
simulation, build JADE, and execute it passing the appro-
priate command line arguments including architecture, net-
work topology and application. Results are stored in the
user workspace.

4. CASE STUDY
To illustrate JADE usefulness we demonstrate case stud-

ies of multiprocessor systems with electrical mesh and op-
tical ring interconnections. First case study is the tradi-
tional electrical mesh (EMesh) topology, in which proces-
sors, caches and directories are connected to electrical routers,
forming a mesh structure. The second system to be evalu-
ated is a system composed by intra-chip optical communica-
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Figure 5: Optical network for inter/intra-chip communica-
tion.

tion using sectioned unidirectional optical ring, SUOR [8].
Figure 5b shows an example of a 64-core using SUOR com-
posed of clusters of 4 cores, where components inside the
clusters are interconnected using electrical crossbar, and clus-
ters are connected using optical waveguides through Optical
Network Interfaces (ONI). A more sophisticated system is
used to illustrate a I2CON communication scheme, as de-
picted in figure 2. Again 4 cores per cluster is adopted, and,
besides internal on-chip communication, inter-chip commu-
nication is fully supported by the corresponding optical in-
terconnect network. A more abstract view of I2CON is
shown in figure 5a, showing multiple-core multiple-chip sys-
tem using optical networks for inter/intra-chip communica-
tion.

In each case study, every processor has its own private
L1 caches. Shared L2 caches and 16 directories are evenly
distributed in the network. A directory based coherence
protocol is used and applications are mapped using a multi-
objective heuristic algorithm that minimizes the overall exe-
cution time and communication overhead. We demonstrate
the simulator with 4 applications, FFT, LDPC, RS-decoder
(RSd) and Machine Learning for Financial market predic-
tion (MLf), for network scales of 16, 64, 128 and 256 cores.
For each application result, we normalized with respect to
the best hardware configuration case obtained.

4.1 Performance evaluation
For performance metrics, we evaluate average applica-

tion execution time, packet latency, and network throughput
for each application and hardware configuration. Figure 6
shows the normalized average application execution time.
At all cases, the best hardware configuration that results
in shortest execution time is I2CON using 64 cores. Com-
paring electrical mesh with the optical counterparts, we can
observe that for MLf and for FFT, substantial reduction is
obtained, in special for large scale networks.

Additionally, in most of the situations, increasing the num-
ber of cores causes longer execution time due to extra co-
herence control messages demanded by the use of shared re-
sources leading to increased communication traffic overhead.
Figure 8 depicts the average packet latency, we can observe
that the increase in the number of cores induced longer av-
erage packet latencies. This is an influence not only of the
increase in the number of hops that packets would have to
pass, but also from increased queueing delays and congestion
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Figure 6: Normalized execution time.
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Figure 7: Normalized network throughput.

issues due to the presence of more communication traffic.
Since network throughput depends on the amount of traf-

fic injected, expected variations in throughput is observed in
figure 7. Even though throughput of SUOR had an average
increase of around 20% compared to EMesh, there is an even
bigger jump from single chip SUOR to multiple chip imple-
mentation, I2CON, in which average increase in throughput
is about 1.7 times for FFT and 2.4 times for MLf.

4.2 Energy efficiency
On-chip optical interconnections is an emerging technol-

ogy with promising power savings capabilities, due to its
efficiency in transmitting information with less energy con-
sumption. An commonly used metric to assess energy effi-
ciency of communication mediums, is the amount of energy
required to transmit one bit of information, wherein lower
values of energy per bit incur in higher energy efficiency. En-
ergy efficiency is not only affected by dynamic power, but
also static power. Figure 9 compares the normalized energy
per bit of EMesh, SUOR and I2CON. It can be observed
that there is an increase of around 10 times in the energy
per bit, when comparing electrical mesh to SUOR and more
than 25 times when compared to I2CON, showing one of
the main strengths of optical interconnections in power sav-
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Figure 9: Normalized energy per bit.

ing while attending high throughput. Another conclusion
we can get from this result is that for same technology, as
the number of cores increases, the average energy per bit
also increases leading to less efficient communication. This
is mainly caused by the rise of static power consumption,
depicting one of the major burdens of deep submicron tech-
nologies.

5. CONCLUSION
In this work we introduced JADE, a heterogeneous sys-

tem simulation platform that intend to lessen productiv-
ity gap issues by providing fast design space exploration in
early design stages. JADE is able to simulate detailed com-
munication schemes based on electrical and optical inter-
connects, memory hierarchy and uses statistical application
models providing a suitable approach in evaluating the over-
all system strengths and weaknesses. We show some of its
functions and characteristics by conducting extensive case
studies of modern multiprocessor systems consisted of elec-
trical and optical interconnections, for inter and intra chip
communication. JADE has been used by researchers and
architects, and is publicly available online under a free soft-
ware license at [1].
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